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Abstract

We performed molecular dynamics (MD) simulation of 33 million pairs of NaCl ions with
the Ewald summation and obtained a calculation speed of 8.61 Tflop/s. In this calculation we
used a special-purpose computer, MDM, which we have developed for the calculations of the
Coulomb and van der Waals forces. The MDM enabled us to perform large scale MD simulations
without truncating the Coulomb force. It is composed of MDGRAPE-2, WINE-2 and a host
computer. MDGRAPE-2 accelerates the calculation for real-space part of the Coulomb and
van der Waals forces. WINE-2 accelerates the calculation for wavenumber-space part of the
Coulomb force. The host computer performs other calculations. With the completed MDM
system we performed an MD simulation similar to what was the basis of our SC2000 submission
for a Gordon Bell prize. With this large scale MD simulation, we can dramatically decrease the
fluctuation of the temperature less than 0.1 Kelvin.
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1 Introduction

Molecular dynamics (MD) simulations have been widely used to study the physical properties of
condensed matter at the atomic level. There are strong motivations to perform MD simulations
with a large number of atoms to study large molecular systems, such as proteins or lipid bilayers.
Even when the system contains simple molecules, one needs a very large number of atoms to
get the equilibrium properties of a system with very high accuracy.

In MD simulations each atom is treated as a classical particle. An inter atomic interaction
contains the Coulomb, van der Waals and bonding forces. Newton’s equations of motion of
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Figure 1: Basic structure of the Molecular Dynamics Machine.

atoms are solved by numerical integration. The most time consuming part is the calculation of
Coulomb and Van der Waals forces. In particular, the calculation cost for the Coulomb force is
prohibitively high for systems larger than 10,000 atoms, since the Coulomb force is a long-range
force; the force from an atom cannot be ignored no matter the distance to other atoms.

There are many algorithms to reduce the calculation cost for the Coulomb force. The Ewald
method [1] is often used under the periodic boundary condition to reduce the calculation cost
for the Coulomb force to O(N3/2) instead of the native method’s O(N2). Moreover, many other
faster methods [2, 3, 4, 5] that scale as O(N) or O(N log N) have been developed. However,
the accuracy of these methods has not been well discussed on systems with a large numbers of
particles, such as 1,000,000 or larger.

In order to meet the huge computational requirements for the Coulomb force and to realize
a large scale simulation with one million particles, we have developed a special purpose com-
puter, the Molecular Dynamics Machine (MDM), based on the Ewald method. The MDM is
divided into three parts: MDGRAPE-2, WINE-2 and a host computer (figure 1). MDGRAPE-2
calculates the real-space part of the Coulomb and van der Waals forces. WINE-2 calculates the
wavenumber-space part of the Coulomb force. The host computer performs the bonding force
calculation and the other operations; for example, updating the positions and velocities of the
particles. The peak speed of MDM is 78 Tflop/s. The detailed description was given by Narumi
et al. [6, 7, 8].

Sugimoto et al. [9] have developed a series of application specific processor designs called
GRAPE, which is specially architected to accelerate the inter-particle force calculation. Gordon
Bell prizes were awarded in 1995, 1996, 1999, and 2000 for submissions including GRAPE
processors in their respective underlying designs. MDM is the successor of these machines.

In this paper, we describe a molecular dynamics simulation of 33 million pairs of NaCl ions
that attained a calculation speed of 8.61 Tflop/s. Our simulation is similar to what was done
for our paper presented at SC2000 [8]. However, the system used for that paper was the MDM
under construction. This year’s results are on the completed system. Section 2 presents the
method of calculation adopted; section 3 gives an outline of the MDM system. The results
of molecular dynamics simulation as well as the measured speed are reported in section 4. In
section 5 we compare the simulations with this and last year’s MDM systems, and discuss our
future plan of simulations.
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2 Ewald Method

The force, �Fi, on a particle i is expressed as:
�Fi = �Fi(Clb) + �Fi(vdW) + �Fi(bd),

where �Fi(Clb) is the Coulomb force, �Fi(vdW) is the van der Waals force, and �Fi(bd) is the
bonding force by covalent and hydrogen bonds. In the Ewald method, the Coulomb force,
�Fi(Clb), is divided into two parts: the real-space part, �Fi(re), and the wavenumber-space part,
�Fi(wn) :

�Fi(Clb) = �Fi(re) + �Fi(wn). (1)

Here, �Fi(re) and �Fi(wn) are expressed as

�Fi(re) =
qi

4πε0
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[
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∑
j

qj sin(2π�k · �rj)


 , (3)

where �ri is the position of particle i, �rij is the relative vector from particle j to particle i, rij

is the distance between particles i and j, qi is the electrostatic charge of particle i, �k is the
wavenumber vector, k is the length of �k, L is the length of a side of the computational box,
rcut and kcut are the cut-off lengths of relative vector and wavenumber vector, respectively, ε0

is the dielectric constant of vacuum, α is a parameter to balance the computational cost for the
real and wavenumber parts of the Coulomb force calculation, and erfc(x ) is the complementary
error function.

In the rest of this section, we count the number of floating point operations needed for the
Ewald method. This estimate is exactly the same as that of our last year’s Bell prize simulation
[8].

The number of floating-point operations per time-step for the real-space part is calculated as
59NNint, where Nint is the number of particles to be taken into account in the force calculation
exerted on one particle. It is half number of particles within the cut-off radius, rcut:

Nint � 1
2
· 4
3
πr3

cut(
N

L3
). (4)

However, the number of particles, Nint g, to be taken into account on one particle differs from
Nint when we use MDGRAPE-2 as:

Nint g � 27r3
cut(

N

L3
). (5)

Nint g is about 13 times larger than Nint, which means that MDGRAPE-2 performs 13 times
more operations for calculating the same force. We correct this increase when evaluating the
effective performance of our machine in the later section.

The number of floating-point operations per time-step for the wavenumber-space part is
calculated as 64NNwv, where Nwv is half of the number of wavenumber vectors whose lengths
are shorter than kcut:

Nwv � 1
2
· 4
3
πL3k3

cut. (6)
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3 MDM System

Figure 3 shows the block diagram of MDM. MDM is composed of MDGRAPE-2, WINE-2 and
a host computer (figure 4). MDGRAPE-2 is composed of 24 clusters, and each cluster has
4 MDGRAPE-2 boards and a control board (Motorola MCP-750). An MDGRAPE-2 board
(figure 6) has 16 MDGRAPE-2 chips, and each chip has 4 MDGRAPE-2 pipelines (figure 8).
The relative accuracy of a pairwise force is about 10−7, since most of the arithmetic units in
the pipeline use IEEE754 single floating point format. The double floating point format is used
for accumulating the force in order to prevent the underflow when a large number of particles
are used. The total number of MDGRAPE-2 chips is 1,536. The peak speed of MDGRAPE-2
corresponds to 24.6 Tflop/s.

WINE-2 is composed of 24 clusters, each cluster having 6 WINE-2 boards and a control board
(Motorola MCP-750). Two WINE-2 clusters are packed in a subrack (figure 5). A WINE-2
board (figure 7) has 16 WINE-2 chips, and each chip has 8 WINE-2 pipelines (figure 9 shows the
pipeline in discrete Fourier transform mode). The relative accuracy of the force with WINE-2
is about 10−4.5, which is accurate enough in wavenumber-space part for usual MD simulations.
The total number of WINE-2 chips is 2,688. The peak speed of WINE-2 corresponds to 53.6
Tflop/s.

The host computer is composed of a 16-node Compaq DS20E and a 4-node Sun Microsystems
Enterprise 4500. A DS20E has two Alpha 21264/667MHz CPUs and 1.5 Gbyte of memory. An
Enterprise 4500 has 6 Ultra SPARC II/400MHz CPUs and 6 Gbyte of memory. The host
computer’s aggregate peak performance is 62 Gflop/s.

All the CPUs including the MCP-750 are connected via a Myrinet network. Myrinet is a
high speed network provided by Myricom, Inc. Each CPU has a dedicated Myrinet network
card. We used twelve 16-port Myrinet switches (figure 10).

We developed an MD program written in C for the MDM, which is parallelized with the
Message Passing Interface (MPICH-GM by Myricom). We used 24 processes for the real-
space part on the Compaq system, and 24 processes for the wavenumber-part on the Sun
system. The main difference among the programs when we use the MDM is that we call library
routines to calculate real-space and wavenumber-space forces, as opposed to calling internal
force subroutines. In the library we used GM API by Myricom to communicate between MPI
processes and MDGRAPE-2 or WINE-2.

The detailed description of the MDM system is given in other papers [6, 7, 8, 10].

4 Results

We performed an MD simulation of 33,461,708 NaCl pairs (66,923,416 particles) for 5,000 time-
steps (10 ps). The elapsed time was 78.7 hours (283,233 seconds). We obtained an effective
calculated speed of 8.61 Tflop/s. In the following sections, first we describe the MD simulation.
Then we show the calculation performance of it.

4.1 MD simulation

We adopted the Tosi-Fumi potential [11] as a force field between ions:

φ(r) =
qiqj

r
+ Aijb exp

(
σi + σj − r

ρ

)
− cij

r6
− dij

r8
, (7)
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Figure 2: Temperature fluctuation against time (ps) respectively for N = 6.69 × 107 (a), N =
1.88 × 107 (b), N = 1.48 × 106 (c) and N = 1.10 × 105 (d). The fluctuation of the temperature
decreases as the number of particles increases.

where Aij , b, σi, σj , ρ, cij and dij are parameters. The length, L, of a side of the simulation
box is 1297 Å. The cut-off length, rcut, of the real-space part of the Coulomb and other forces
is 54.0 Å. The non-dimensional cut-off length in the wavenumber-space part of the Coulomb
force is set to be Lkcut = 55.0. We used a time-step of 2 fs and a temperature of 1200 K. We
performed a canonical ensemble (NV T constant) MD simulation in the initial 4,000 steps by
scaling velocities, and a micro-canonical (NVE constant) one in the next 1,000 steps. The total
energy is well conserved; relative error of the total energy is less than 1.7 × 10−5 percent.

The temperature (Kelvin) during the NVE constant simulation is plotted versus the time
(ps) in figure 2a. For comparison, we performed the same simulations using a lower number of
particles. In figures 2b, 2c and 2d, results for N = 1.88×107, N = 1.48×106 and N = 1.10×105

are plotted, respectively. As clearly shown, the fluctuation of the temperature decreases as
the number of particles increases, confirming the necessity of using a very large number of
particles in order to characterize with good accuracy the physical-chemical property of a system
of interacting ions.

4.2 Performance

The second column of table 1 summarizes the floating-point operations per time-step and the
performance with the MDM. The number of floating-point operations per time-step is calculated
as 59NNint g + 64NNwv (see section 2). Here we note that the force calculation (other than
the Coulomb force) is excluded because the calculation cost for it is not so large. Moreover,
the potential energy calculation, which is performed every 100 time-steps, is also excluded for
the same reason. A large fraction (≈ 3/4) of the floating point operations are included for the
wavenumber-space part of the Coulomb force calculation because we adopted large α = 77.8.
This value is optimized for our hardware system, which itself has especially high performance in
the calculation of wavenumber-space part. The average calculation speed is 35.4 Tflop/s, since
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Table 1: Molecular Dynamics Simulation Performance
System MDM Conventional system

N 6.69 × 107

α 77.8 42.5
rcut 54.0 98.7

Lkcut 55.0 30.1
Nint - 6.17 × 104

Nint g 1.30 × 105 -
Nwv 3.48 × 105 5.69 × 104

Number of floating-point operations 59NNint g 59NNint

for the real-space part 5.13 × 1014 2.44 × 1014

Number of floating-point operations 64NNwv

for the wavenumber-space part 1.49 × 1015 2.44 × 1014

Total number of floating-point
operations per time-step 2.01 × 1015 4.88 × 1014

sec/step 56.6
Calculation speed (Tflop/s) 35.4 8.61
Effective speed (Tflop/s) 8.61

one time-step took 56.6 seconds.
We point out that if we perform the same simulation on a conventional general-purpose

computer, we would need only one fifth the number of floating-point operations with the same
Ewald method’s accuracy, since the optimal α would be 42.5 not 77.8. The third column of
table 1 shows, for comparison, the number of floating point operations and the performance,
that a conventional general-purpose computer with the same effective performance as the MDM
would provide. The reason that the optimal α is smaller for a conventional computer is that
the speeds for the real-space and wavenumber-space are almost the same in a conventional
system, in contrast to our system. The number of floating point operations for real-space and
wavenumber-space parts are made the same (59NNint = 64NNwv = 2.44× 1014), which means
that α = 42.5 is best for reducing the total number of floating point operations. It must be
noted that the fast algorithm, which uses an addition formula is not practical to reduce the
floating point operations for wavenumber-space part since the required data storage for it is
quite large (see last year’s Bell prize paper [8] for further details).

Therefore, we have to make correction to get the effective performance of the MDM. The
lowest number of floating point operations per time-step is 4.88 × 1014 with the same accuracy
of simulation as that performed with the MDM, and one time-step took 56.6 seconds. So the
effective performance of the MDM is 8.61 Tflop/s instead of 35.4 Tflop/s.
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Table 2: Two-Year Comparison of MDM Systems
System Last year This year

Number of MDGRAPE-2 chips 64 1,536
(Peak performance in Tflop/s) (1) (25)
Number of WINE-2 chips 2,240 2,688
(Peak performance in Tflop/s) (45) (54)
Number of CPUs of the host 24 56
(Peak performance in Gflop/s) (19) (62)
Number of CPUs per a Myrinet card 6 1
Connection between a host
and MDGRAPE-2 or WINE-2 PCI bus bridge Myrinet network

5 Discussion
This year we achieved 8.61 Tflop/s, in contrast to last year’s performance level of 1.34 Tflop/s. In
this section we first compare this and last year’s simulations because both are quite similar MD
simulations using the MDM. Then we describe further applications including phase transition
of NaCl, which we plan to do with the MDM. And last, we present the effectiveness of a special-
purpose computer.

5.1 Two-year comparison of MDM systems
The main reason of the performance improvement comes from the increase of the MDGRAPE-2
chips since it largely solved the imbalance of the computational load between the real- and
wavenumber-space parts. Table 2 shows the difference of the MDM hardware. As you can
see, the performance of MDGRAPE-2 was greatly increased. The second column of table 3
shows the performance (3.60 Tflop/s) of the MD simulation with this year’s MDM. The forth
column shows the performance (1.34 Tflop/s) with last year’s MDM. The target simulation is
exactly the same except that the load balances between the real- and wavenumber-space parts
are different. The increase of the number of floating-point operations against the conventional
system is 11.5 and 5.4 times for the years 2000 and 2001, respectively. The theoretical minimum
of this increase is 3.6 (≈ √

13) with our hardware architecture because the MDGRAPE-2 needs
many more operations than a conventional system as described in section 2. The number 5.4 is
rather close to 3.6, and computational load imbalance was largely solved.

There are three other improvements for the hardware. All of them improved the performance
of the simulation. First, we increased the CPUs for the host computer. Second, we used many
more Myrinet network cards for inter process communication via MPI.

Third, we changed the connection between the host computer and MDGRAPE-2 or WINE-2.
Last year we used a PCI bus bridge, which means that CPUs in a node can only communicate
with MDGRAPE-2 or WINE-2 boards connected to the same node. Now, however, we can
communicate with any boards from any CPU because we used also Myrinet network for the
communication between CPUs and boards. This greatly increased the flexibility of the software
and the operation of jobs as well as improving the communication speed. We used GM API by
Myricom, which comprises the low level libraries for communicating through Myrinet. Myricom
supports many operating systems including VxWorks which is used for the Motorola MCP-750
CPU board.
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Table 3: Two-Year Comparison of Molecular Dynamics Simulation Performances
System MDM this year Conventional system MDM last year

N 1.88 × 107

α 63.6 30.1 85.0
rcut 35.3 74.4 26.4

Lkcut 47.8 22.7 63.9
Nint - 2.65 × 104 -

Nint g 3.64 × 104 - 1.52 × 104

Nwv 2.29 × 105 2.44 × 104 5.46 × 105

Number of floating-point operations 59NNint g 59NNint 59NNint g

for the real-space part 4.04 × 1013 2.94 × 1013 1.69 × 1013

Number of floating-point operations 64NNwv

for the wavenumber-space part 2.76 × 1014 2.94 × 1013 6.58 × 1014

Total number of floating-point
operations per time-step 3.16 × 1014 5.88 × 1013 6.75 × 1014

sec/step 16.3 43.8
Calculation speed (Tflop/s) 19.4 3.60 15.4
Effective speed (Tflop/s) 3.60 1.34

5.2 Solidification of NaCl

We simulated a 33 millions of NaCl system for 5,000 steps. With this time step, we showed
that a very small fluctuation of the temperature was achieved. If we continue this simulation
further, we can get many physical properties, such as phase transition in a very large system.
In this section, we present a solidification simulation of NaCl with a smaller number of atoms
as an example of the phase transition.

We simulated 6,921 pairs of NaCl. The rock-salt structure is used in the initial condition.
The system is initially equilibrated at the liquid state, T=1100 K, for 100,000 steps (0.2 ns), and
is quenched to the solid state (T=700 K, which is below the melting temperature). The total run
after the equilibration process is 300,000 steps (0.6 ns). Temperature and pressure are controlled
by using Nosé-Andersen method [12, 13] and the statistical ensemble of this simulation is NPT
constant.

The time dependence of the total energy of the system is shown in figure 11. The liquid-solid
phase transition is occurred after quenching. The phase of the system changes from liquid into
solid with decreasing the total energy. Then a single crystal of NaCl was formed at t = 0.5ns.

We got one grain crystal with this simulation. In another previous simulation [14], we got a
few crystal grains with a similar number of particles. With a larger number, such as a million,
of particles, we must observe a polycrystal NaCl containing a lot of crystal grains. Then the
features of grains and grain boundaries can be investigated in detail. This is one of the target
of NaCl simulation. The phase transition simulation with a million atoms will take only several
days with the MDM, which we have not achieved yet.
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5.3 Future plan of application

Figure 12 compares the cell sizes of four simulations in figure 2. The size of the cell of the largest
simulation is larger than 0.1 µm. Many targets will be included if we can perform 0.1 µm size
of a simulation. For example, the order of the size of a grain is 0.1–1 µm in typical polycrystals.
Artificially 0.05 µm polycrystals can be made, and it has special properties, such as very hard.
Our largest simulation is approaching the real polycrystal. The size of a transistor of the latest
LSI is about 0.1 µm, which may also be the target application of the MDM.

In the biological field, the size of a cold virus is smaller than 0.1 µm. Most biological
molecules are much smaller than 0.1 µm, but they often forms complexes with special structures,
such as a lipid bilayer, a molecular motor and so on. We need 0.1 µm size of a simulation to
treat even the basic structure of them.

One of the big target of the MDM is to simulate the folding of a protein from a straight string.
The folding process of a protein is not well studied mainly because of the huge computational
cost. We believe our MDM will shorten the way to realize the folding simulation of a protein.

5.4 Effectiveness of a special-purpose computer

The fastest calculation speed of a general-purpose computer in June 2001 with the Linpack
benchmark is 7.2 Tflop/s [15]. We believe that we achieved higher performance than any other
general-purpose computers in the world now. Moreover, the development cost of the MDM is
much less than 10 million dollars. So the price by performance of the MDM is more than ten
times smaller than the fastest general-purpose computer. As described in introduction, many
Gordon Bell prizes were awarded for the calculations with GRAPEs. We would say that a
special-purpose computer is very effective for specific applications, such as N -body simulation
or molecular dynamics simulation.
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Figure 3: Block diagram of the Molecular Dynamics Machine (MDM).

The MDM is composed of MDGRAPE-2, WINE-2 and a host com-
puter. The host computer is composed of a 16-node Compaq DS20E
and a 4-node Sun Microsystems Enterprise 4500. MDGRAPE-2 is
composed of 24 clusters, each cluster having 4 MDGRAPE-2 boards
and a Motorola MCP-750. WINE-2 is composed of 24 clusters, each
cluster having 7 WINE-2 boards and a Motorola MCP-750. All the
CPUs are connected via a Myrinet network.
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Figure 4: Front view of the MDM (left). Side view of the MDM (right).

A 4-node Sun Microsystems Enterprise 4500, 96 MDGRAPE-2 boards,
and 168 WINE-2 boards are packed in 11 pedestals, each of them has
19 inch width and 2 m height.

Figure 5: Front view of two WINE-2 clusters (left). Back view of two WINE-2 clusters (right).

Two WINE-2 clusters are packed in a subrack. A subrack has a special
backplane with two independent CompactPCI buses. Fourteen target
slots face to the front, and two system slots face to the back. Two
Motorola MCP750 are installed in the system slots. A subrack has 10
fans (18 cm in diameter) to cool down the boards in it.
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Figure 6: An MDGRAPE-2 board.

Sixteen MDGRAPE-2 chips are installed on an MDGRAPE-2 board.
It has a CompactPCI interface. Three squared heatsinks are for
48V to 2.5V DC-DC converters, which provide 300 W power for the
MDGRAPE-2 chips.

Figure 7: A WINE-2 board.

Sixteen WINE-2 chips are installed on a WINE-2 board. It has a
CompactPCI interface. Two black boxes at the lower part of the board
are 48V to 3.3V DC-DC converters, which provide 133 W power for
the WINE-2 chips.
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Figure 8: Block diagram of a pipeline of an MDGRAPE-2 chip.

Function evaluator can evaluate arbitrary shape of a function g(x)
because segmented forth-order interpolation is used and its coefficients
can be changed by a host computer. A 32-bit floating point format is
used for most of the arithmetic units (solid line). The accumulation of
the force is performed by a 64-bit floating point format (short dashed
line).
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Figure 9: Block diagram of a pipeline of a WINE-2 chip in DFT mode.

In DFT mode, a WINE-2 pipeline performs discrete Fourier transform
(DFT). The pipeline has another mode, IDFT mode, which performs
Inverse DFT. The numbers of bits for arithmetic units are small com-
pared with that of an MDGRAPE-2 pipeline. The relative accuracy
of a force with a WINE-2 pipeline is about 10−4.5, which is accurate
enough in wavenumber-space part for usual MD simulations.

Figure 10: Myrinet switch.

Six 16-port LAN Myrinet switches are shown. Other six 16-port
LAN/SAN Myrinet switches are also used for the MDM.
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Figure 11: Snap shots of small regions in solidification (top). Total energy against time (bottom).

At initial stage, NaCl forms a rock-salt structure (a). The orientation
of the crystal agrees with the simulation cell (black sticks show the
orientation vectors of crystals). During the liquid state (b), the total
energy is high because the temperature is high (1100 K). At the time
of 0.2 ns, the temperature is decreased to 700 K (quench). During the
freezing stage, the total energy gradually decreases because NaCl is
forming a crystal, which has low potential energy. After the recrys-
tallization (c), the orientation of the crystal is different to that of the
initial condition.
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Figure 12: Comparison of simulation cell sizes.

The labels (a), (b), (c) and (d) correspond to four simulations in figure
2. The largest cell is comparable to the size of a transistor of the latest
LSI or a cold virus.
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